4.2.LogisticRegression

00:00:00:00 - 00:00:47:11
Unknown
and welcome to your notebook on the logistic regression lesson so within this notebook we will have a look at the logistic regression  and from your lessons you know you have went through the intuition derived the logistic regression derived the MLE and here we will see that in action so as you know from the lesson a logistic regression is actually a classifying algorithm whereby we classify between multiple classes
00:00:47:13 - 00:01:02:00
Unknown
in our case within this notebook we classify only between two classes so it's a binary classification i'll keep it a bit simple as it's a bit of a technical notebook
00:01:02:02 - 00:01:41:08
Unknown
okay so i assume you have run the previous notebooks which means you are comfortable running python and therefore comfortable importing the apis you need in this case we're going to use the same apis which now you could you have gotten used to lumpy pandas seaborn if you want fancy graphs matplotlib for all graphs and in our case we will play around with a with the breast cancer data set from scikit-learn which is one of the toy data sets or based on real research but provided out of the box from the sdk
00:01:41:10 - 00:02:12:22
Unknown
all right let's load the data set have a look at the data yes this data set has target one being malignant zero being benign and i think it has how many 30 features if you want to explore a bit with the google notebook probably have already tried it there's a bunch of ai which i can do charts for you or can allow you to explore better the data even the queries within the data set
00:02:12:24 - 00:02:43:07
Unknown
but that's out of scope let's have a look at the data sets particular two features which i have selected that we are interested in the features because i'd like to keep the domain the problem contained and also because logistic regression is actually good enough to operate on just two features the two features i select was mean radius and smoothness
00:02:43:09 - 00:03:19:21
Unknown
and as you see in the first subplot the reds are malignant and the blue are benign and when you cross plot them together you see that there is a bit of a boundary here so as the radius gets smaller and also as the smoothness gets uh smoother or actually rougher maybe there's a bigger chance that the tumor is malignant else it's benign
00:03:19:23 - 00:03:48:13
Unknown
what's the problem here well if you plot them against the label you notice that there's a skip here they're not continuous which means that we really cannot do a linear regression and like we said linear regression goes from minus infinity to infinity therefore cannot be used at least in this raw format
00:03:48:15 - 00:04:13:10
Unknown
and here we show an example of it i assume that most of this plotting apis they're very obvious for you okay uh this one we went through it many times the line space which means you generate between minimum and maximum number of steps here we generate 100 steps
00:04:13:12 - 00:04:29:12
Unknown
okay here we do a polyfit which means we fit a line between another polyfit and a constant doing a straight line
00:04:29:14 - 00:04:37:24
Unknown
and same one for the other one so here we have my mean radius and mean smoothness
00:04:38:01 - 00:04:42:24
Unknown
does it say anything for you
00:04:43:01 - 00:05:13:02
Unknown
maybe the second one with the smoothness you can see some decision boundary but all in all it makes no sense because of the skip so what must we do here obviously find find the logit of this function so the sine curve or the sigmoid function
00:05:13:04 - 00:05:26:21
Unknown
and yes the sigmoid function is here sigmoid function is one over one plus the Euler to the power of the weights negative
00:05:26:23 - 00:05:50:10
Unknown
and as you know from the lessons we we exchange the z with the linear regression which is the the intercept plus a summation of the product of the betas and the predictors
00:05:50:12 - 00:06:17:02
Unknown
okay here we do scaling because it is much better to visualize without scaling unfortunately the graphs might be a bit skewed but actually can i do it without scaling i'd like to show you this.

00:06:17:04 - 00:06:25:15
Unknown
No.

00:06:25:17 - 00:06:34:00
Unknown
we'll come back later i'll show you how it is without scaling okay define the sigmoid
00:06:34:02 - 00:06:43:05
Unknown
the likelihood likelihood being the main output of the logistic regression 
00:06:43:07 - 00:07:20:11
Unknown
and what we want to do is maximize it and this might be a bit different from the gradient descent as you know but as we said in the lesson we won't do a gradient descent in this case we will do a gradient ascent because we want to maximize the likelihood estimation likelihood estimation comes from the product of the odds since we don't cannot work with uh with products a bit hard we use the logs which simplifies it
00:07:20:13 - 00:07:32:24
Unknown
and then all in all it's just finding the beta values using gradient ascent in this case
00:07:33:01 - 00:07:51:22
Unknown
sigmoid as you know sigmoid is here and the output of sigmoid h is then passed through the log h and it's odds 
00:07:51:24 - 00:08:21:03
Unknown
all right and here's something might be interesting to you a technical python technical thing which is the set error so what we're doing here is as we do the gradient ascent we might hit some numerical instability divide by zero take the log of infinite that kind of stuff and in some cases the notebook keeps on going which means that you might have erroneous functions
00:08:21:05 - 00:08:56:02
Unknown
 it makes sense because as you're doing gradient descent or ascent in this case if you hit some instabilities still want to arrive to a point where you have a model instability might not mean that everything is broken but in general you don't want you don't want to have it instability will mean that your betas have skewed out of their normal trajectory or you just have senseless numbers
00:08:56:03 - 00:09:16:06
Unknown
okay we define a gradient ascent now a bit of description to gradient ascent  so gradient ascent what you're doing is you're doing constantly a log likelihood and then chipping away to the b the betas by eta eta being the learning rate so in one lesson this is the eta
00:09:16:08 - 00:09:33:02
Unknown
and we do it for multiple epochs epochs in machine learning means one epoch you went through your entire data set which means 10 epochs you went through your data set times 10
00:09:33:04 - 00:09:57:01
Unknown
and what we do here is first we get the output the output of the logistic function using the sigmoid and like you said it's one over one plus the Euler to the power of the negative linear equation that's what we're doing here we're doing it just in matrix format 
00:09:57:03 - 00:10:08:19
Unknown
okay then we get the loss so gradient is always the derivative the partial derivative of the loss
00:10:08:21 - 00:10:47:02
Unknown
and we do this by this transpose is done to get to align their internal dimensions uh i think we have made a note in the lectures if not there is a note where when you do matrix multiplication you have to get used to doing matrix multiplication in node in python and the notebooks because it is much faster than iterating through every individual row you need to have your the internal dimensions the same else you cannot have product of two matrices
00:10:47:04 - 00:11:07:07
Unknown
okay now i mentioned already gradient stability numerical stability in all places within any form of gradient descent or ascent and to avoid an exploding gradient and also a vanishing gradient not just exploding 
00:11:07:09 - 00:11:32:00
Unknown
we clip it at a maximum and here we chose and this is empirical it's just done rule of thumb amongst most developers who do some machine learning you keep the gradient to one you can have the gradient whatever number as long as you control it this means that if the gradient reaches a minimum or maximum it does not destabilize your model
00:11:32:02 - 00:12:16:16
Unknown
or your learning anyway here we get the gradient the product and we apply the learning rate which means we decrease it by the learning rate and then we apply it to the betas given this is a gradient ascent we apply a sum
00:12:16:18 - 00:12:34:18
Unknown
okay so as i was saying yes since you're ascending you have to apply to the betas this one is history this is good to plot the gradient progression
00:12:34:20 - 00:13:01:03
Unknown
And this is a construct which i might not have introduced you to it but it's a python construct a construct actually programming language called the structured exception handling and here anything that happens within the trial block gets caught in the next block and you can have multiple except blocks for different errors this one particular is an exception which means it's a super class of all errors
00:13:01:05 - 00:13:21:15
Unknown
and if you accept on the exception you catch and this is an exception you catch all of them unless you have other defined ones and then this one is the default if you cannot have any other if you're not catching any other exceptions
00:13:21:17 - 00:13:53:02
Unknown
okay and here we're going to arrive to the training so we're using matrices and you have your design matrix which is the matrix of here we do we have two features that is it's a 2 by n where n is the number of rows we have forget how much i think there's more actually there's 569 rows so it is 2 by 569
00:13:53:04 - 00:14:21:03
Unknown
but since we have the intercept we need to add one as a constant and we do that by using the api mp1 and scale shape zero is just the size of your data so i looked at the scale shape here you should get the rows that i just mentioned and two
00:14:21:05 - 00:14:29:01
Unknown
Yeah.

00:14:29:03 - 00:14:34:12
Unknown
okay this one is one 
00:14:34:14 - 00:14:58:09
Unknown
oh yes yes i made a mistake here uh right now we're already doing one feature so it's very simple still we use matrices to generalize so they expand it does not affect you and i'm using one feature because i want to plot this in 2d
00:14:58:11 - 00:15:16:00
Unknown
here we initialize the to zero and if you know or you can imagine it so if you have the intercept zero plus zero times the predictor it's going to give us zero
00:15:16:02 - 00:15:30:04
Unknown
so the first prediction is nothing from there the gradient descent starts adding some some small amounts the betas 
00:15:30:06 - 00:16:16:20
Unknown
okay and this is the maximum likelihood estimate which we saw we will run it for a thousand epochs the learning rate of 0.02 that means that every time you generate a prediction and you take the error of the prediction and have the product with the design matrix you will then reduce it to by 0.002 and add it back to the betas and keep on iterating until you come to a point where your error is almost nothing or where you hit the maximum number of epochs in this case ten thousand

00:16:16:20 - 00:16:30:01
Unknown
That doesn't quite big amount of epochs. There. That will went very fast.

00:16:30:03 - 00:16:50:23
Unknown
quite a big amount of epochs there that went very fast okay so MLE although it's maximizing because it's a likelihood log likelihood it's always negative in fact most of the time is is you want it less negative 
00:16:51:00 - 00:17:22:05
Unknown
okay so we train the betas we have the betas and then we do a prediction prediction it's just a sigmoid with the the boundary boundary general it's 0.5 it's a very common heuristic but you can also alter this boundary and there are cases where you need to alter the boundary the boundary because you want the model to be less sensitive and especially when you have a lot of false negatives
00:17:22:07 - 00:18:05:18
Unknown
anyway just just by a simple out of the box so we did a very simple gradieness and no errors no nothing because at 87 accuracy but remember from our lesson there are classification metrics and accuracy might be a bit ambiguous here what I mean is that if say 20 percent of the data points are malignant and the the model predicts every data point is non-malignant then it obviously has an accuracy of 80 percent
00:18:05:20 - 00:18:45:22
Unknown
here we go through the classification matrices sorry the classification metrics and we have four specific ones used which is accuracy precision recoil and the f1 and also specific specificity which is not always used in fact I don't know much of its usages and the receiver curve which is a harmonic mean between the the true positives and the false positives

00:18:45:24 - 00:18:51:01
Unknown
Okay.

00:18:51:03 - 00:19:17:16
Unknown
so since we're doing everything manually we're going to do it off and I built it all into one function and true positive rates which is the number of predictions um which so the number of true predictions and the number of real predictions that is a true positive and how many we have true negative is the vice versa so when prediction is false and  the label is false false positive is when the prediction is true
00:19:17:16 - 00:19:29:10
Unknown
but the label was false and false negative is when the prediction is false but the label was true
00:19:29:12 - 00:20:05:08
Unknown
and this false  positive sorry this was negative and true positive is used for the recoil and it is a very important metric when when you're doing machine learning in high-risk domains financial or in in medical
00:20:05:10 - 00:20:22:12
Unknown
the f1 scores the harmonic mean between them and here we're doing some thresholds so we're using this space to create some points of which we're going to plot the RO ROC AUC curve
00:20:22:14 - 00:20:34:00
Unknown
so the ROC is a true positive rate and over the false positive rate 
00:20:34:02 - 00:20:50:10
Unknown
and the AUC the area under the curve is just the integral of it and we approximate the integral with a trapezoid
00:20:50:12 - 00:21:09:10
Unknown
right and then we get the data frame of all the metrics and we return it and like this the corner of this function will have all the metrics required there's something similar in scikit-learn which is get classification report you'll probably be using more of that  than building it yourself
00:21:09:12 - 00:21:38:15
Unknown
so we said that our accuracy was 87 percent let's see if it holds and it does as you see our true positive rate is much higher than the false positive rate and it also beats beats the midline so this is the threshold that we were setting with the data line space function and that means that the model is actually sensible knows what it's doing 
00:21:38:17 - 00:22:01:06
Unknown
we look at our metrics accuracy is 87 precision is 87 also recoil is the better one and this model is very good for its medical domain because it has a very high recoil which means it finds every malignant tumor.

00:22:01:08 - 00:22:14:06
Unknown
the f1 is good and the area under the curve is also good
00:22:14:08 - 00:22:39:03
Unknown
okay and here what i'm doing is just comparing to the scikit-learn api we did already in the linear regression where we compared what we put manually to what we have in the api simply to see that what we are doing makes sense or not
00:22:39:05 - 00:22:55:24
Unknown
recoil is very high specificity nay not used i doubt actually it has even api because this is a very rare metric this is 87 and 88 
00:22:56:01 - 00:23:28:03
Unknown
very similar f1 is 0906 we are almost the same that's good
00:23:28:05 - 00:23:32:02
Unknown
Okay.

00:23:32:04 - 00:23:55:18
Unknown
so in this cell in particular there's a lot of code but it shouldn't worry you so what we're doing is just we are doing the logistic regression we are training it we are training it on this individual features
00:23:55:20 - 00:24:15:14
Unknown
And then we are predicting and from the prediction we draw that s curve the sigmoid curve which is what allows us to have separation between the labels.

00:24:15:16 - 00:24:52:08
Unknown
Let's go through it one by one really it's so you manipulate the data frame or your data set which means we get the x radius because we're doing one by one the features then we are concatenating and this one not the most used api strange that this one was used and generally do an mpsec vstack actually
00:24:52:10 - 00:25:14:18
Unknown
you stack obviously the the biases you initialize the betas and you run the gradient ascent with the betas.

00:25:14:20 - 00:25:52:04
Unknown
you just want to go back and add the proper way to do it which is stacking the the biases
00:25:52:06 - 00:26:16:23
Unknown
yes sorry the one not vstack column stack is the one i was looking for
00:26:17:00 - 00:26:32:19
Unknown
column stack we are creating creating an array of ones stacking it on x radius 
00:26:32:21 - 00:27:07:23
Unknown
which means same yes so to give you a visual of what i did there's a lot of manipulation that you end up doing anyway with the the data frames so say we have x radius x radius this one is going to be just an NumPy array
00:27:08:00 - 00:27:19:08
Unknown
interesting it came up as a vector actually and if you do this it will come up as an array
00:27:19:10 - 00:27:28:21
Unknown
okay so you have one vector and you're going to stack another column to it because we want the beta
00:27:28:23 - 00:27:35:08
Unknown
which means that now we will do
00:27:35:10 - 00:27:45:10
Unknown
x radius beta with the intercept
00:27:45:12 - 00:27:50:16
Unknown
b dot column stack
00:27:50:18 - 00:28:11:14
Unknown
and we said we will do you can use shape or you can use length the length of this one stacked to this one
00:28:11:16 - 00:28:16:01
Unknown
And mainly.

00:28:16:03 - 00:28:50:14
Unknown
we want number of ones there's mp dot ones and mp dot zero
00:28:50:16 - 00:28:55:21
Unknown
it's a concatenation yeah i got that wrong
00:28:55:23 - 00:29:19:08
Unknown
so now you should see two columns next to each other
00:29:19:10 - 00:29:26:11
Unknown
Oh, I know what they did wrong.

00:29:26:13 - 00:29:43:20
Unknown
i need to pass a tunnel to stack and here as you see ones that's the intercept and this is beta so beta zero beta one
00:29:43:22 - 00:29:50:16
Unknown
and this is repeated for all the features that we are using
00:29:50:18 - 00:30:13:23
Unknown
and also to validate for your for your own learning we're doing it manually so we are using a logistic regression function. Just sigmoid that we constructed with the MLA descent. And then we are using the same SDK, that same API from the scikit learn as the k, which means is much more optimal. Yeah. And you see the results are almost the same.

00:30:14:00 - 00:30:17:17
Unknown
So here.

00:30:17:19 - 00:30:44:03
Unknown
the scikit-learn API has a better decision boundary but then again it has it's more optimal. The problem here and the mean smoothness is that none of us could find the decision boundary.
It seems whatever we did it is malignant. Malignant, yes.
00:30:44:05 - 00:31:05:09
Unknown
I just need to validate if I'm doing the correct label
00:31:05:11 - 00:31:35:16
Unknown
And malignant should be when it's one.

00:31:35:18 - 00:31:57:22
Unknown
Malignant, yes, is correct. Okay, good. Next what things gets interesting.
So here we will do a multivariable regression which means we're going to have beta 1 and beta 2 and since we're playing around with mean radius and mean smoothness they're going to be our beta 1 and beta 2
00:31:57:24 - 00:32:12:05
Unknown
Most of it is the same so we use a standard scalar because logistic regression really works well when it's scaled. We stack the beta
00:32:12:07 - 00:32:46:08
Unknown
and yes here I'm doing something smart which I should have done actually in the previous one. We did it here and yeah so from the lectures you remember that the gradient ascent is sometimes, well the gradient descent, sometimes numerically unstable and one of the things that you can do to help this instability is specific random initiations, initialization of your weights
00:32:46:08 - 00:32:55:22
Unknown
And also the other one is regularization.

00:32:55:24 - 00:33:29:18
Unknown
So if we set this to zero we might hit a problematic setup for example if we're doing a division in our function we might do a division by zero which might result into numerical instability undefined. So to avoid this one what I usually do at least is a very rough randomization which is just using a normal curve
00:33:29:20 - 00:34:03:08
Unknown
and I didn't import it okay let's uh I use a normal curve with a very slight standard deviation. So let's say I wanted the locus being zero I want around zero with a scale of the best weight let's say 0.1 and the size is the length of the 
00:34:03:10 - 00:34:27:06
Unknown
f all our biases or of our data dataset okay which means if I rerun this one and keep in mind that
00:34:27:08 - 00:34:46:09
Unknown
in the Python notebooks you keep previous or other status other state which means that if I ran this one
00:34:46:11 - 00:35:20:05
Unknown
I might hit yeah yeah this is what happened so because we we ran a previous a previous cell another previous cell after it it has updated the state to a point where it is not the state we were expecting here 
00:35:20:07 - 00:35:24:22
Unknown
Back to this one.

00:35:24:24 - 00:35:55:03
Unknown
Let's see what's the problem ah we did hit instability so to solve for instability to prevent it we caused it maybe this one is too big
00:35:55:05 - 00:36:22:16
Unknown
I see what I did there yeah I wasn't being smart so what I did is that I created random weights for the rows but I should have created the random weights for the columns in there okay it goes up and then plateaus
00:36:22:18 - 00:36:39:05
Unknown
and let's see this has updated the previous the previous accuracy this was 87 nothing changed so okay we didn't do much of a change with our random variables this one's still the same
00:36:39:07 - 00:36:44:14
Unknown
There are the same.

00:36:44:16 - 00:37:17:13
Unknown
this one we already saw good back to here so we're going to do a multi-variable okay we're setting the betas we then run a gradient ascent on the scaled dataset and here we're doing a line space of the minimum maximum of every feature why because I want to draw a mesh on the graph because this has two features
00:37:17:13 - 00:37:50:14
Unknown
therefore it's a 3d graph the mesh what it does if you don't already know although we did visit it in our first and second notebook is that it creates or it it duplicates the function you give it or the data you give it for every axis that there is so this means that radius that valves are they're going to be duplicated for the number of smoothness valves
00:37:50:16 - 00:38:08:17
Unknown
so like that you can plot them together because now they are of the same size of the same internal dimension but nonetheless to give you a good look at it so say we have
00:38:08:19 - 00:38:17:14
Unknown
Oh yeah.

00:38:17:16 - 00:38:46:06
Unknown
let it keep the state okay have a look at what it did but this is what I mean when it gives a state so this cell is actually previous to the cell we we just ran but it will hold its state so now you can see what there is in the radius valves but scaled (8:28) and it's like this its counterpart is smoothness valves
00:38:46:08 - 00:39:10:13
Unknown
okay they're almost the same and if we check what it does the mesh grid it will create a very big grid each one of this is an axis and these have to have the same axis a number of axis and there
00:39:10:15 - 00:39:38:10
Unknown
then we scale we stack the betas to sorry not the betas we stack the intercept to them so the one and p1s and then we do our logistic regression which is the the design matrix times the betas or matrix multiplied by the betas and then we pass it through our sigmoid function
00:39:38:12 - 00:39:55:17
Unknown
and we get this decision boundary so our sigmoid function created the z valves and from there we put we plus its contours contours are just these these areas
00:39:55:19 - 00:40:28:06
Unknown
and the black line is the decision boundary so it is where the logistic regression is 0.5 anything below is malignant yes anything about at least from the majority that I see and anything above is benign and unfortunately some of the malignants are misclassified here you can see them as the yellow dots in this chart
00:40:28:08 - 00:40:56:05
Unknown
this was taken from the first notebook that we did and here shows all the decision boundaries and as we did previously this one uses an api from scikit-learn which specifically creates your decision boundaries depending on your classifier actually it can take all classifiers as a generalized api which is a decision boundary display our estimator  is the model being scikit-learn
00:40:56:07 - 00:41:18:03
Unknown
here passing a pipeline because we want them standardized because as you won't be able to see a proper decision boundary because if it's not scaled that is the feature they are not on the same scale and the model will not work correctly and logistic regression is our model 
00:41:18:05 - 00:41:29:12
Unknown
Pressing X and passing the X also.

00:41:29:14 - 00:41:53:11
Unknown
and it finds the decision boundary and plots the contours kind of just like what we did previously but it does within the api and we also scatter the data points to show where they are being it's using regression the decision boundary is a bit better or it still looks like there's some misclassification
00:41:53:13 - 00:42:16:02
Unknown
but as you see so mean smoothness and this is mean radius but there are others which we did worst radius with mean radius and this one was radius with mean smoothness it finds the decision boundary for every interaction of features.

00:42:16:04 - 00:42:31:15
Unknown
okay so that was the easy one the easy logistic regression now we're going to have a look at a hard logistic regression which means we have a seriously unbalanced data set actually 
00:42:31:17 - 00:42:39:02
Unknown
So we're talking about balances or not
00:42:39:04 - 00:42:59:18
Unknown
so I take the breast cancer data frame and I take the target if I can does it exist yes good and I'm going to take the value counts
00:42:59:20 - 00:43:20:08
Unknown
okay slightly imbalanced there are more malignant tumors than there are benign ones by a hundred but not extremely imbalanced 
00:43:20:10 - 00:43:56:16
Unknown
so we have found you a data frame a data set which is used in research on imbalanced data sets actually in algorithms related to these and this is the credit card fraud which is a lot of the fraudulent credit card direct transactions done in the EU within I think 2013 or 19 it's available there to study the thing with Google Colab is that in general it is a packed isolated environment which means you have everything there that you need
00:43:56:16 - 00:44:23:20
Unknown
and you know we use scikit-learn and within the data sets API we can get all data sets but this one is not part of scikit-learn which means you need to upload it you need to download it and if you see my screen I will switch to files and you can either mount your drive so if we do a mount drive it will create this code for you which I already did 
00:44:23:22 - 00:44:49:09
Unknown
his means that it will mount anything within your g drive or you can upload it from your from your file system if you download it you can upload it in my case I have already added it to my to my google drive and it's available in this part which means if I run this to mount the google drive
00:44:49:11 - 00:45:12:09
Unknown
actually it's already mounted it would ask you to log in to give it permission to access it and that will access the file here access my file this file is quite a big file almost a quarter of a million of data and 30
00:45:12:11 - 00:45:23:21
Unknown
30 features. But from these features, there's probably a target.

00:45:23:23 - 00:45:30:04
Unknown
the class is the target okay?

00:45:30:06 - 00:46:03:00
Unknown
and also time time is the index and in this case you might not be able to use it when you want to use time you have to do specific transformations around times one of the most common one is is factoring it as a sine and cosine wave because they oscillate and they are going in the same pattern which helps the the ml understand that there's time going through time row
00:46:03:02 - 00:46:23:11
Unknown
Not always good. And in fact, in this case, we will drop it.

00:46:23:13 - 00:46:50:02
Unknown
we said that the brisk answer data bay data set is not not highly imbalanced let's see this one and this one is extremely balanced in fact I tell you that probably not even one percent of it is a fraudulent which makes sense you don't have a lot of fraudulent transactions happening within the world 
00:46:50:04 - 00:47:11:17
Unknown
this is just an sns park or plop you can do the same with a with a matplotlib and value counts we already use it to count the number of unique labels
00:47:11:19 - 00:47:40:23
Unknown
so we said that one well your x can never have your target variable because you leak data in it which means that the model will cheat we already know what it's trying to predict and two time  which we don't know how to use it at least within this context of linear logistic regression y is the class
00:47:41:00 - 00:48:00:11
Unknown
and the rest is standard ml pipeline stuff we standardize we stack the bias and in this case we also split
00:48:00:13 - 00:48:27:11
Unknown
we use our trick to randomly generate the the beta weights and we do the gradient ascent let it go it's a big data set it's going to take some time and oh yes this is one of the problems that we are talking about we already faced it because I did a mistake previously one of the apis but here's a real numerical instability
00:48:27:13 - 00:48:43:16
Unknown
And what's happening is that somewhere we are dividing by zero by zero and we are not really dividing by zero actually but if you look at our sigmoid function
00:48:43:18 - 00:49:10:03
Unknown
it could be one of these so if you do a log zero it's infinite if h is one the one one minus one zero also infinite and this is an obvious numerical instability so so is this although this I don't think this is the case at worst what happens here is the z might be a very large very very large number
00:49:10:05 - 00:49:34:02
Unknown
and when you have extremely large numbers and you exponentiate them they might become undefined but I think the problem is here in the betas so one of the betas are either too big or too small which is causing this to become zero here back to here
00:49:34:04 - 00:49:54:11
Unknown
okay how to solve it well best thing if that we can always do is obviously put in some debug statements or some prints and we said we are using a gradient descent mle
00:49:54:13 - 00:50:17:23
Unknown
So let's copy this one and create our own version.

00:50:18:00 - 00:50:32:23
Unknown
Then we run it.

00:50:33:00 - 00:50:58:09
Unknown
and finally I said that's probably error is in the sigmoid so I go into the sigmoid function or at least till the likelihood because there's where this log log zero potentially happening we add it here
00:50:58:11 - 00:51:05:11
Unknown
And we do a debug.

00:51:05:13 - 00:51:11:20
Unknown
 and we replace this with this good from here
00:51:11:22 - 00:51:22:02
Unknown
what I want is 
00:51:22:04 - 00:51:42:24
Unknown
is to print the smallest output of the sigmoid function and the largest output of the sigmoid function which is min
00:51:43:01 - 00:52:04:03
Unknown
and I want also the largest and let's see if my theory is true
00:52:04:05 - 00:52:10:22
Unknown
Yeah.

00:52:10:24 - 00:52:29:11
Unknown
Yeah, yeah. Since we're hitting a maximum. But because we get state, unfortunately, we have to redo all of this.

00:52:29:13 - 00:52:54:21
Unknown
what was happening is because this is a pass we're passing betas by reference which means that the function can change it so every time we run this error we need to initialize the betas anew let's see what happens this is how it's evolving how it's evolving and which is going to be become one 
00:52:55:01 - 00:53:30:12
Unknown
There. So one of the betas either beta one or beta two actually no we're using them all so one of the betas is becoming one which means it's causing one minus one we do a logarithm of it and this is undefined okay so we said we said that we we can use regularization to deal with numerical instability clipping or randomly generating the weights now the random generation of weights.

00:53:30:12 - 00:53:53:16
Unknown
did not help here because it's what we're doing from the get-go therefore let's do a regularization
00:53:53:18 - 00:54:00:24
Unknown
Specifically, we were do an L2 regularization, which means that we have the gradient.

00:54:01:01 - 00:54:17:13
Unknown
We clipped it and we will apply the regularization.

00:54:17:15 - 00:54:33:20
Unknown
So the regularization is just the, derivative of the first derivative of the error times the lambda weight. The weight for L2.

00:54:33:22 - 00:54:51:01
Unknown
We will use an L2 here because we don't want to do a gradient descent within the gradient descent okay. And let's say okay let's do the lambda.

00:54:51:03 - 00:55:16:24
Unknown
Oh yeah. Lambda is so lambda is a specific class where the within Python you cannot use it. And lambda is just a function without the definition. Okay. And then we're going to times the betas.

00:55:17:01 - 00:55:46:12
Unknown
And they're so here we regularizing the betas before being applied to the gradients. And first this is done and then this minus this, lambda passes is a parameter. And I would start by default is the 0.01.

00:55:46:14 - 00:55:57:08
Unknown
Let's see if it solves it. So this one broke at the 84th.

00:55:57:10 - 00:56:10:17
Unknown
At the 85th. Okay. We didn't do much change, so let's increase the power of the lambda.

00:56:10:19 - 00:56:23:01
Unknown
This means that it's making the betas smaller and smaller every time T2.

00:56:23:03 - 00:56:31:06
Unknown
What if we allow more?

00:56:31:08 - 00:56:40:24
Unknown
Sorry. Actually, this is making it stronger. You. I was making it weaker. So. Here. Okay.

00:56:41:01 - 00:56:49:11
Unknown
And let's do it at 0.75.

00:56:49:13 - 00:57:06:08
Unknown
That's good. So using regularization, specifically the ridge we have control this instability.

00:57:06:10 - 00:57:14:10
Unknown
and as you see the larger the epochs the more under control the betas become 
00:57:14:12 - 00:57:45:04
Unknown
 but are we accurate we measured it no we didn't measure the accuracy yet so let's do an accuracy check
00:57:45:06 - 00:58:00:09
Unknown
I have my predict function and I will predict  the x bias we have yes x bias strain
00:58:00:11 - 00:58:07:12
Unknown
using this betas we did.

00:58:07:14 - 00:58:14:05
Unknown
Okay, this should give us some prediction.

00:58:14:07 - 00:58:30:14
Unknown
actually rather than doing it here so we don't have to rerun the cell because it took some time we'll put it in a new cell see how it looks like everything falls
00:58:30:16 - 00:58:45:23
Unknown
I wonder I wonder if it's accurate but it's just not precise and has a very poor recall so we say we do y pred
00:58:46:00 - 00:59:01:24
Unknown
actually there's something wrong here I should have used the train I should have used the test 
00:59:02:01 - 00:59:43:18
Unknown
that's a common error okay super accurate I say is total mess which means it's probably overfitted but no actually it should not be overfitted because ridge helps deal with overfitting of models by reducing the the contribution of the betas and the larger the beta the more it reduces it
00:59:43:20 - 00:59:47:04
Unknown
Okay.

00:59:47:06 - 01:00:10:17
Unknown
I think it looks quite good.

01:00:10:19 - 01:00:46:05
Unknown
Let me see if maybe I can make it a bit worse. I'd like to show you how it ends up being when it's worse. I think Ridge has helped us. Severity. Whenever I use the broken betas, that's a very high. No effect. That's not the ridge. And actually, let us do it. I'm the one. I'm the one means it's just nothing.

01:00:46:05 - 01:01:01:14
Unknown
It's just there than the melody here. Because Lambda times the beta one, you're just doing a normal gradient descent step or gradient instead. And.

01:01:01:16 - 01:01:16:06
Unknown
I don't really like this.

01:01:16:08 - 01:01:35:20
Unknown
I suspect I might have a bug.

01:01:35:22 - 01:01:45:06
Unknown
Weird. I think I'm keeping state.

01:01:45:08 - 01:02:17:16
Unknown
Y train the be this right here. Learning rate is the same as the previous one. So this means it's this one. I should have no errors. No, this one has errors. Then this mean that this one has no change at all.

01:02:17:18 - 01:02:43:07
Unknown
I suspect I'm doing something wrong in the regularization term.

01:02:43:09 - 01:02:48:09
Unknown
Oh, no. I don't trust this.

01:02:48:11 - 01:03:49:07
Unknown
If I remove the lambda.

01:03:49:09 - 01:03:58:23
Unknown
I suspect I think it's something wrong in this, gradient descent.

01:03:59:00 - 01:04:07:06
Unknown
Let's revert it. And I'm doing this. Learning rate ten gradient.

01:04:07:08 - 01:04:21:09
Unknown
With I'm doing here.

01:04:21:11 - 01:04:28:23
Unknown
I see.

01:04:29:00 - 01:04:36:01
Unknown
I was, regularizing myself.

01:04:36:03 - 01:04:51:08
Unknown
And failures. Just like the other one. Okay, maybe that's the same, because we have some randomness here. Good. Okay, back to what we were doing here. So.

01:04:51:10 - 01:05:08:13
Unknown
This one.

01:05:08:15 - 01:05:26:11
Unknown
And in this case min, rather than one. Because one is for gradient descent, this totally removes the weights. And it should have the same issue as the one before it.

01:05:26:13 - 01:05:53:05
Unknown
Good. Okay. Now we were repeating the same issue. Now we're going to. Up the weights. So.

01:05:53:07 - 01:06:12:16
Unknown
Okay I want to see at what level we don't need the instability. Most. And before we were 0.756650.65. And now.

01:06:12:18 - 01:06:42:18
Unknown
Okay, what I want to do, though, because we're actually spending too much time here. I want to show you. What it means to have an imbalance data set in with its effects and how you see it in the classification metrics. So rather than using, ridge regularization, which means very slowly decreasing the size or the contribution of the betas to, to the function.

01:06:42:20 - 01:06:54:19
Unknown
We will instead clip. And how I want to clip it here is the problem is obviously in this one.

01:06:54:21 - 01:07:28:18
Unknown
So we don't want this to ever become zero without the age to become one. And we don't want to become zero to do that. What I can do is again, will click. And this should be a very nice solution. I'm going to clip H and I will clip it with an epsilon.

01:07:28:20 - 01:07:43:12
Unknown
So epsilon would be one E minus ten is smallest possible and largest possible.

01:07:43:14 - 01:07:53:08
Unknown
Okay. This one, this one. So what does this mean? I want it.

01:07:53:10 - 01:08:30:00
Unknown
I want it to be between almost one and almost zero. Which means not one. That's zero. And therefore it can never, never hit this numerical instability. Therefore now this one should work. Yeah. Here we have clipped, which means you have no error. Good. Now let's run again the accuracy. And now let's see. Okay. No effect. Where the simplest solution is always the best is to see.

01:08:30:02 - 01:09:00:00
Unknown
So see now I want to do to not have it imbalanced. Which means I want to start increasing or decreasing false negatives and false positives. We use more to remember smooth from the second the lesson on data engineering and it's more. We went from having this much a fraud to having almost the same as no fruit. If we run again with this, what?

01:09:00:02 - 01:09:19:12
Unknown
Oh yeah. We don't have this. We have actually debug here gradient.

01:09:19:14 - 01:09:29:15
Unknown
And I'm going to keep it zero. So simple. Might take some time. It's it's, a large dataset.

01:09:29:17 - 01:10:07:18
Unknown
I already hit the maximum here, which means it's clipping. Here. Maybe regularization would be better because it's quite far from being complete.

01:10:07:20 - 01:10:46:18
Unknown
Okay. Done. Now I want to see the confusion matrix, because my suspicion is it's going to have, Yeah. Much more false positives. No higher false negatives, because it's that false positive. It's predicting a fraud when there's no fraud. We don't want this. And this was the night I was before. No. 82. So let's increase the bit our recall increase a bit which is very good because you want to have high recall.

01:10:46:20 - 01:11:14:03
Unknown
And this is, financial problem. But here's the interesting thing. Do you want even higher precision? Actually, you probably might prefer precision here to having recall. Why. Because okay. Fraudulent transaction once true. There's a much you can do. Maybe you might have some liability if you're allowing a lot of them to go through which you are not here because you're picking 90.

01:11:14:05 - 01:11:39:13
Unknown
But every time you flag a normal person is having a fraudulent transaction, you basically putting in the internal audit, which means that you're annoying them, you're disturbing your services, and they might not trust you anymore. So we want to decrease, or increase precision in this case.

01:11:39:15 - 01:12:02:17
Unknown
And right here we did the same with sake. It seems scikit learn has the same problem with it's out of the box regression. It's 97 bit less than us. And still the same problem. Actually, before you see, some sort of the same problem could.

01:12:02:19 - 01:12:12:01
Unknowns
So here here's the interesting thing. When you have very high bias.

01:12:12:03 - 01:12:22:09
Unknown
So that may be underfitting. You can also author your decision boundary.

01:12:22:11 - 01:12:51:09
Unknown
I mean this is very high bias with high number of, false positives. And you can change the decision boundary. So in this case, if we change the decision boundary from 0.5 to 0.99999, accuracy means the same. Actually, even if we change from 0.6, yeah, still the accuracy is almost the same and 0.5 still at the original decision boundary.

01:12:51:11 - 01:13:14:08
Unknown
So 0.6 nothing happens 0.7 this is where something's changed, but you can play around. You don't really want to see playing around right. So I think I definitely want to be able to plot precision versus recall curve. And when they cross the air at the point where they cross is actually your threshold. And this is an API from a scikit learn.

01:13:14:10 - 01:13:29:02
Unknown
Let's have a look at it. So what we are doing here is you have the prediction. We have the after label. And on one end we have.

01:13:29:04 - 01:13:59:02
Unknown
We have the ratio of precision versus recall. And on the other end so on the x axis we have the threshold. Now I check for this here 0.5   0.5 means that we have very low precision. Sorry. We have a very though precision compared to recall either through recall. And then somewhere here is where we will where we want to have them.

01:13:59:04 - 01:14:35:01
Unknown
And it is where do they have the same ratios. In this case it's somewhere here where the across this is probably 0.9 something. And in fact if we get the argmax so argmax is gives you the, the maximum value you have in your array. And then where to find it. And in this case it's where to find it is that is where to find its index.

01:14:35:03 - 01:14:58:07
Unknown
And once you access it the fit for this 0.927, then we just need to do with a 0.827. Which means we get the best. Recall. And the best precision is this one. The accuracy is the super high.

01:14:58:09 - 01:15:05:18
Unknown
Use this prediction. This, predicts probability.

01:15:05:20 - 01:15:25:24
Unknown
And I previous we used it. And in this case here we just slashed all those false positives. Much much better. Now. Without losing any, precision. This is, without losing any recall.

01:15:26:01 - 01:16:15:18
Unknown
And. Okay, that is all of the notebook for your lesson. That was, quite a challenging one. And feel free to go there, experiment with the regularization. But then, you know, now, you know, also the lasso, the L1, the elastic net, you can try various forms of gradient descent. So we talked about the melody here because in the end logistic regression is solved through a melody, at least statistically that the machine learning machine learning is solved with binary cross entropy, which we will see next in the next lesson.

01:16:15:20 - 01:16:42:07
Unknown
And that is all you can also try in your own datasets, try and datasets from psychotherapy. Just download them through through the API, go to Kaggle, get the Kaggle accountIf you can download the datasets and start playing around with the machine learning competing now, real life problems because with the scikit learn datasets those are perfect.

01:16:42:09 - 01:16:49:02
Unknown
Very quick to learn, but they don't have problems. With that I see in the next lesson.

